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Abstract:

Tibshirani (1996) proposes the “Least Absolute
Shrinkage and Selection Operator” (lasso) as a
method for regression estimation which combines
features of shrinkage and variable selection. In this
paper we present an algorithm that allows efficient
calculation of the lasso estimator. In particular our
algorithm can also be used when the number of vari-
ables exceeds the number of observations. This algo-
rithm is then applied to the problem of knot selection
for regression splines.

1 Introduction

The performance of regression spline smoothing is
governed by the choice of knots used in calculating
the estimator, and much research effort has been de-
voted to the difficult problem of knot selection (see,
e.g., Wand, 1997; Denison et al., 1998).

Knot selection is not unlike variable selection in
linear regression, for which Tibshirani (1996) pro-
poses the least absolute shrinkage and selection op-
erator. The lasso estimator is the solution of the
constrained estimation problem

minimise
β∈Rm

f(β) =
1

2
(y −Xβ)T (y −Xβ)

(1.1a)

subject to g(β) = t − ‖β‖1 ≥ 0, (1.1b)

where y is the vector of observations and X the de-
sign matrix. Thus the lasso solves the least-squares
regression problem under a constraint on the l1 norm
of the vector of coefficient estimates.

Assume now that we have data {(xi, yi)}n
i=1,

where xi is univariate and we assume without loss
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of generality that the xi are sorted into increas-
ing order. Then we may use the lasso to estimate
the knot location for regression splines of order p
by constructing the design matrix X with columns
(x − x2)

p
+, (x − x3)

p
+, . . . , (x − xn−1)

p
+,1n, (x −

x1)
1, . . . (x−x1)

p. Note that this matrix has n+p−1
columns, so that the number of columns of X may
exceed the number of rows.

Osborne et al. (1998) analyse (1.1) using convex
programming methods and derive the dual problem
for (1.1). Their development includes the case where
X has more columns than rows for which they show
that there exist solutions of (1.1) with at most n
non-zero entries. They also show that for every so-
lution β∗ of (1.1) the following equation holds:

0 = −XT r∗ + λv, (1.2)

where r∗ = r(β∗) = y − Xβ∗, λ > 0, and v =
(v1, . . . , vm)T satisfies vi = 1 if β∗

i > 0, vi = −1 if
β∗

i < 0 and −1 ≤ vi ≤ 1 if β∗

i = 0.
From these results Osborne et al. (1998) develop

an efficient algorithm to calculate the lasso estimator
which is particularly well suited for the case where
X has more rows than columns. This algorithm is
described in Section 2, together with a method of
choosing t automatically in the knot selection prob-
lem. The performance of these algorithms is demon-
strated in several examples in Section 3. In Section 4
we discuss how this methodology can be extended
to other problems. Section 5 summarises the con-
clusions of the paper.

2 Algorithms

2.1 Calculating the lasso estimator

Osborne et al. (1998) propose an iterative algorithm
that is based on a local linearisation of (1.1a) about
the current iterate β. At any stage in the algo-
rithm, let σ denote the set of indices of the nonzero
components of βi; that is, σ = {i : βi 6= 0}.
Let P be the permutation matrix that collects the
nonzero components of β in the first |σ| positions,



i.e., β = P T
(

βσ

0

)

. Let θσ have entry 1 if the cor-
responding entry in βσ is non-negative and −1 oth-
erwise. At any step of the algorithm βσ has to be
feasible, i.e., ‖β‖1 = ‖βσ‖1 = θT

σ βσ ≤ t.
To obtain the next iterate from the current β, the

following optimisation problem is solved:

minimise
h

f(β + h) (2.1a)

subject to θT
σ (βσ + hσ) ≤ t and h = P T

(

hσ

0

)

.
(2.1b)

Let β̃ = β + h be the solution of (2.1). If
sign(β̃σ) = θσ then β̃ is called sign feasible. If β̃
is not sign feasible, the current solution is updated
as follows:

1. Move to the first new zero component in di-
rection h, i.e., find the smallest γ, 0 < γ < 1
for which there exists some k ∈ σ such that
0 = βk + γhk.

2. There are two possibilities: (1) setting θk =
−θk, β = β + γh and recomputing h by again
solving (2.1) yields a descent direction that is
consistent with the revised θσ , or, (2) update σ
by deleting k, setting β = β + γh, resetting βσ

and θσ accordingly (they are still both feasible)
and recomputing h by solving (2.1) again.

3. Iterate until a sign feasible β̃ is obtained.

If β̃ is sign feasible, then it can be tested for opti-
mality by verifying (1.2). Calculate

ṽ = XT r̃/‖XT r̃‖∞ = P T
(

ṽ1

ṽ2

)

.

If |(ṽ1)i| = |θi| for i ∈ σ and −1 ≤ (ṽ2)i ≤ 1 for
i /∈ σ, then β̃ is a solution of (1.1). Otherwise, we
proceed as follows:

1. Determine the most violated condition, i.e., find
s such that (ṽ2)s has maximal absolute value.

2. Update σ by adding s to it. βσ is updated by
appending a zero as last element and append
sign(ṽ2)s to θσ .

3. Solve (2.1) and iterate.

Remark 2.1. Solving (2.1): Problem (2.1) is read-
ily solved by calculating a QR factorisation of Xσ.
This factorisation can easily be updated and down-
dated whenever σ changes. If Xσ is augmented with
the column y, then the factorisation also yields the
result of an unconstrained fit using the current set
of knots (see Section 2.2).

Remark 2.2. Starting the iteration: The iteration
can be started from β = 0 and σ = ∅. Starting from
this end of the problem has two advantages:

• It builds up the optimal σ starting from a small
base rather than by pruning a large one which
would be ill-conditioned;

• It permits the computation to proceed while at
the same time building up the factorisations
mentioned in Remark 2.1.

If the lasso estimate is to be calculated for several
values of t, e.g. for an automatic choice of t as
discussed in Section 2.2, then we can start for the
smallest value of t with β = 0 and σ = ∅. For all
further values of t, we take as starting point the so-
lution for the previous smaller value.

2.2 Automatic Choice of t

When using the lasso methodology to select knots for
a regression spline, it is not clear that the constraint
on the l1 norm of the parameters should necessarily
be retained once the knots have been determined. As
demonstrated by the examples of the next section,
the unconstrained regression spline using these knots
may yield a much better fit to the data, particularly
when the number of knots selected is relatively small.
In addition, by using an implementation of the lasso
algorithm based on a QR factorisation of (Xσ y),
the unconstrained fit and its residual sum of squares
are readily available.

This suggests that the lasso parameter t can be
chosen in a convenient and automatic way by min-
imising a criterion, such as AIC, BIC, or FPE (Hock-
ing, 1977; Eubank, 1988; Miller, 1990; Hjorth, 1994;
Venables and Ripley, 1994), which penalises the
residual sum of squares of the unconstrained fit
according the number of knots retained, i.e., the
number of nonzero βi. Since the residual sum of
squares of the unconstrained fit is immediately avail-
able from the QR decomposition, very little work is
required beyond computing the lasso estimator for
various values of t.

In our implementation of this approach, we start
with t = 0 and use the algorithm described in Press
et al. (1992) to bracket a minimum. Once a mini-
mum is bracketed, we use Brent’s algorithm (Brent,
1973; Press et al., 1992) to find the minimum. This
method is demonstrated in several examples in the
next section.

Remark 2.3. In our numerical work, we have ob-
served that the lasso frequently chooses knots in close
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Figure 3.1: This figure shows the effect of the min-
imum bracketing routine. The solid line is the con-
strained fit, the dotted line is the unconstrained fit
and knot locations are indicated by vertical lines.

proximity to one another. This problem can be alle-
viated by using the lasso “only” to select an initial
set of knots from which the final set is chosen by
best subset selection, backward deletion or similar
methods, again based on the residual sum of squares
of the unconstrained fit.

3 Numerical Properties

The minimum bracketing routine described in Press
et al. (1992) depends on tuning parameters that have
to be chosen by the user. Figure 3.1 shows that these
parameters can have significant influence on the re-
gion in which a minimum is bracketed if t is chosen
automatically as outlined in Section 2.2. Thus they
also influence the final outcome of the procedure.
The top panel in Figure 3.1 also demonstrates that
the unconstrained fit may be excellent although the
constrained fit approximates the data poorly.
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Figure 3.2: This figure demonstrates the roughness
of the criterion function that we try to minimise.

The bracketing of a minimum is, however, only
part of the problem, since it appears that the crite-
rion function to be minimised is typically very rough.
In connection with this, we note also that there is
an error in the description of the minimisation algo-
rithm in Brent (1973). These points are illustrated
in Figure 3.2. The middle panel of the figure shows
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Figure 3.3: Example of a fit using the motorcycle
data (Silverman, 1985). The first two figures show
the effect of the tuning parameters that have to be
chosen in the minimum bracketing routine. The
third figure shows the influence scaling has on the
method. Vertical lines indicate knot locations. The
solid line is the constrained fit, the dotted line the
unconstrained fit. Here, AIC was used.
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Figure 3.4: Example using the “blocks” function
(Donoho and Johnstone, 1994, 1995) and p = 0. The
first figure shows the simulated data (n = 1024) as
dots, the solid line is the constrained fit and the
dotted line is the unconstrained fit. The second
figure shows the true curve together with the un-
constrained fit. The “rug” shows knot locations. t
was chosen automatically using BIC. The third fig-
ure shows the resulting fit if AIC is used.
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Figure 3.5: Example using the “doppler” function
(Donoho and Johnstone, 1994, 1995). The first fig-
ure shows the result when t is chosen automati-
cally (using AIC). For the second figure we used
t = 5 × 106. The simulated data (n = 1024) is
shown as dots, the solid line is the constrained fit
and the dotted line is the unconstrained fit. The
third figure shows the true curve together with the
unconstrained fit. The “rug” shows knot locations.

the result of the minimisation process if Brent’s al-
gorithm is used without correcting the error men-
tioned above, while the bottom panel shows the re-
sult obtained using the corrected algorithm. The top
panel shows the values of t considered during these
two minimisation processes and the corresponding
criterion values (AIC in this example); dots denote
the values calculated by the corrected algorithm and
crosses those evaluated by the uncorrected version.
The roughness of the criterion as a function of t is
evident here.

Figure 3.3 shows again that selecting the “cor-
rect” tuning parameters for the minimum bracket-
ing routine can be important. Here we applied the
algorithm of Section 2.2 to the “motorcycle data”
(Silverman, 1985). The parameters in the minimum
bracketing routine were changed between the top
panel and the middle panel. The bottom panel uses
the same parameters for the minimum bracketing
routine as the top panel but the data was rescaled
so that the observed xi lie between zero and one.
This demonstrates that the result is also sensitive to
the scaling of the data.

In the above examples, the order of the regression
spline used is p = 3. There is some evidence that
if the function is piecewise linear and p = 0 is used,
then our current approach of choosing t automati-
cally may overfit rather seriously, i.e., far too many
knots are selected. This was the case if AIC was
used as the criterion for selecting t in estimating the
“blocks” function of Donoho and Johnstone (1994,
1995). Using BIC in this example on the other hand
seemed to work well. This is illustrated in Figure 3.4.

Finally, the “Doppler” example (Donoho and
Johnstone, 1994, 1995) demonstrates that with our
current implementation, the automatic selection of t
can fail by bracketing a minimum “too early”. This
is shown in the top panel of Figure 3.5. However,
if t is chosen by the user, then reasonable fits can be
obtained.

4 Further Development

As the above examples indicate more work on au-
tomatic selection of t is necessary, especially if we
assume that the function is piecewise linear (p = 0)
or has a high spatial variance (doppler function).

An obvious extension for this methodology is the
generalisation to a multivariate setting. Here the
question is how to choose a suitable set of basis
functions. But also for the univariate case we in-
tend to investigate how the methodology presented
in this paper works with other basis functions, e.g.
B-splines with varying location and scale (Bakin



et al., 1997).
To allow for different orders p at the same time

(Denison et al., 1998) is also an interesting challenge.
The truncated power basis with p = 0 has a different
scale than the truncated power basis with p = 3 and
Figure 3.3 shows that the lasso approach to knot se-
lection is sensitive to scaling. In this situation it is
probably necessary to group all parameters belong-
ing to truncated power basis functions with the same
power together and use separate l1 penalties for each
group.

Finally a generalisation to additive models

E[Y |X = x] =
∑

j

fj(xj)

should be possible. Each fj could be estimated by a
regression spline. Again the question arises whether
one single l1 penalty for all basis function should be
used (scaling problems?) or a separate penalty for
each fj .

5 Conclusions

The least absolute shrinkage and selection operator
seems to be a powerful subset (variable) selection
method. In the context of knot selection for regres-
sion splines it cannot be used “naively” as it often
selects knots in close proximity. However, there is
evidence that it is an excellent tool to choose an ini-
tial set of knots that should be considered. From this
set the final set of knots may then be determined by
best subset selection, backward elimination or simi-
lar techniques.
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